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Abstract. Object recognition models trained on static images often per-
form suboptimally when applied directly to video sequences. This is due
to factors such as redundant computations across consecutive frames,
lack of temporal consistency in recognition results, and a higher inci-
dence of false positives. In this work, we propose a strategy to adapt
these models for more efficient and robust use in dynamic video contexts.
Our approach is based on temporal processing techniques that reduce the
frequency of full-model inferences by validating object presence through
temporal recurrence analysis over short frame windows. This helps to
maintain recognition accuracy while reducing computational demands.
To further improve temporal coherence, we incorporate filtering mech-
anisms and consensus validation across frames, which enhance stability
and reduce spurious detections or isolated false positives. Additionally,
we explore preprocessing techniques to improve input quality, such as
correcting fisheye distortion commonly found in IP camera lenses, which
can degrade object appearance near image boundaries. The proposed
method is lightweight and modular, allowing it to extend existing image-
based recognition systems to video applications without requiring re-
training or architectural changes. Experimental results in video streams
show improvements in both computational performance and recognition
reliability. Our findings suggest that taking advantage of temporal redun-
dancy and visual consistency can significantly enhance the applicability
of image-based object recognition models in real-world video environ-
ments.

Keywords: Temporal Object Recognition - Video Stream Processing -
Fisheye Correction

1 Introduction

In the context of Activities of Daily Living (ADLs) recognition, automated video
analysis serves as a key tool for developing smart environments, assisted moni-
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toring systems, and evaluating functional independence in elderly or dependent
individuals [6]. However, a persistent limitation in this field is the scarcity of
object detection models specifically trained for everyday kitchen items. Most
off-the-shelf models (e.g., those based on COCO or ImageNet) focus on generic
categories and lack coverage of utensils, food items, or appliances essential for un-
derstanding complex activities such as "preparing breakfast" or "washing dishes"
[16, 14].

To address this gap, our team previously introduced the YAP Kitchen dataset
[4], which provides high-quality annotations of functional kitchen objects cap-
tured in static images. Based on this dataset, we trained specialized object detec-
tors that demonstrated excellent performance under still-image conditions. How-
ever, when these models were applied directly to video sequences, several practi-
cal challenges emerged, including lack of temporal consistency, redundant infer-
ence operations, and sensitivity to visual quality degradation in video streams.

This paper proposes a lightweight and modular strategy to adapt static-
image-based object detection models for efficient and robust video applications,
without requiring retraining or architectural modifications. Our method builds
upon three key pillars: (1) validating object presence across short temporal
windows to reduce unnecessary inferences, (2) introducing frame-to-frame con-
sensus mechanisms and filtering to enhance temporal stability, and (3) apply-
ing targeted visual preprocessing, including fisheye lens distortion correction,
subject-centered digital zoom, and CLAHE (Contrast Limited Adaptive His-
togram Equalization), which enhances local contrast without amplifying noise
[13,15].

This approach is validated using multi-camera video streams recorded in real-
istic domestic environments with IP cameras. The results demonstrate improve-
ments in recognition accuracy, temporal stability, and computational efficiency.
To the best of our knowledge, this represents one of the first works to directly
extend image-based object detection models to video for ADL-related scenarios
using a lightweight post-processing strategy rather than retraining.

This paper is structured as follows: Section 2 reviews relevant work in ob-
ject detection for ADLs and lightweight video adaptations. Section 3 details our
proposed approach, including temporal logic and visual preprocessing steps. Sec-
tion 4 presents experimental results and performance analysis. Finally, Section
5 discusses key findings and outlines future research directions.

2 Related Work

Vision-based recognition of Activities of Daily Living (ADL) has emerged as a
non-intrusive alternative to wearable or ambient sensors. In fact, a recent review
finds that over 70% of current ADL-focused HAR (Human Activity Recognition)
systems rely on RGB cameras, significantly outperforming wearable or ambient
approaches [2]. Egocentric videos, in particular, have demonstrated strong poten-
tial for understanding ADL, as they naturally capture hand—object interactions
during daily tasks. For example, Pirsiavash and Ramanan [14] showed that rec-
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ognizing ADL in first-person views depends heavily on identifying objects being
manipulated. However, many early approaches employed generic object detectors
trained on broad datasets, without specialization for kitchen or home contexts.
This domain mismatch limits the inference of specific activities—for instance,
a refrigerator may appear very different when opened versus closed, making it
difficult to recognize actions like "storing food."

To address this gap, the YAP Kitchen dataset was created with precise anno-
tations of kitchen objects in static images. Yet applying image-trained detectors
directly to video sequences leads to temporal instability (intermittent detections)
and redundancy (objects duplicated across successive frames). Common strate-
gies to mitigate this involve tracking-by-detection approaches, such as SORT by
Bewley et al. [5, 10], which link detections across frames, and feature propagation
through optical flow or temporal attention. These techniques enhance continuity
in video object detection but often demand high computational resources and
are not tailored for the nuances of domestic ADL. Indeed, feature propagation
can even reduce detection accuracy if poorly handled [7].

In complex indoor environments like smart kitchens, multi-camera systems
have been explored to cover multiple angles of an activity. Meratwal et al. [12],
for example, proposed a setup with four fixed cameras using YOLOv4 to detect
individuals in each view, DeepSort for multi-object tracking, and an attention-
based LSTM for activity recognition. These setups can detect ADL in real time
on modest hardware, but centralizing multiple video streams can overwhelm
bandwidth and increase latency [3]. An emerging solution is edge computing,
which deploys lightweight model inference on devices like Orange Pi or Raspberry
Pi connected to each camera, reducing data transfer and enabling real-time on-
site detection. Even with these improvements, most systems treat each video
stream independently, applying frame-level detection and fusing results later,
without fully exploiting temporal coherence across cameras or time.

Another important research direction involves handling fisheye lens distortion
in ADL vision. In 360° surveillance and action cameras, ultra-wide-angle lenses
cover entire scenes (e.g., a whole kitchen) but introduce strong radial distortion
near edges. Studies in autonomous driving and surveillance have shown that
this peripheral distortion significantly degrades detector performance. Rashed
et al. (2021) and Pham et al. [13] tackle this by calibrating fisheye models via
pseudo-labeling and synthetic data; Pham, for instance, refines a YOLO model
trained on AI City fisheye data with auto-generated labels. Kumar et al. (2021)
developed OmniDet, a multi-task model that embeds lens geometry into the
network to detect in fisheye images without explicit undistorted overhead views.
While effective, these approaches target vehicular or surveillance contexts, not
domestic environments where objects (utensils, appliances) and viewpoints differ
greatly [11].

Regarding image enhancement, techniques like CLAHE (Contrast-Limited
Adaptive Histogram Equalization) have proven useful for detection under chal-
lenging lighting conditions. CLAHE was introduced by Reza [15] to boost local
contrast without over-amplifying noise and has been applied in medical, under-
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water, and low-light imaging. Hou et al. [8] integrated CLAHE into deep net-
works for co-saliency detection, improving object isolation in cluttered scenes.
In video applications, Abin et al. [1] addressed frame-to-frame illumination in-
consistencies by applying CLAHE in the LUV color space, visibly stabilizing
brightness across frames. Their experiments showed significant gains when com-
bining CLAHE with color transformations, making sequences captured under
challenging lighting more uniform. This suggests that dynamically enhancing
contrast and illumination could facilitate detecting ADL-relevant objects like
dishes or utensils.

The community has also developed lightweight detection models enabling
real-time inference on low-cost CPUs. Architectures like YOLO-Tiny and YOLO-
Lite have demonstrated that high FPS detection is possible with some trade-off in
precision. Nano variants of YOLOv5/v7 achieve fewer identity swaps in multi-
object tracking (reducing confusion) and can match larger models when well-
optimized [10]. However, even these lightweight models usually process frames
independently, ignoring temporal redundancy in video. Recent YOLO-family
models like YOLOVS [17] integrate architectural improvements—CSP backbone,
PAN-FPN, anchor-free predictions—offering high accuracy with speed. YOLOvS8
achieves state-of-the-art real-time detection on challenging datasets like COCO
and Roboflow-100 and serves as a strong foundation for modern applications.
Nevertheless, like its predecessors, it remains a per-frame detector without ex-
plicit temporal modeling.

Our work differs by proposing a modular video post-processing strategy that
integrates temporal validation, fisheye correction, CLAHE, and targeted zoom.
This pipeline repurposes static-image detectors (YOLOvVS8) to perform consis-
tently in real-world kitchen videos without retraining, additional temporal mod-
ules, or domain-specific fine-tuning. To our knowledge, this represents one of the
first efforts to enhance video-level detection for ADL contexts using lightweight
and interpretable preprocessing techniques.

3 Methodology

Our proposed methodology implements a lightweight and modular strategy that
adapts static-image-based object detection models for video applications without
requiring retraining or architectural modifications. The system operates through
a multi-stage pipeline that combines person tracking, dynamic region of interest
(ROI) extraction, visual preprocessing, and temporal validation mechanisms.

The overall architecture consists of three main components: (1) Dynamic
ROI Extraction System that creates expanded bounding boxes around de-
tected persons, (2) Visual Preprocessing Pipeline incorporating fisheye cor-
rection and contrast enhancement, and (3) Integration with Model Infer-
ence that applies specialized YOLO models to the preprocessed ROI regions.
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3.1 Dynamic Region of Interest (ROI) Extraction

ADLs are typically structured around human interactions with objects. To better
capture small items manipulated during daily tasks (e.g., cutting with a knife,
opening a bottle), we implemented an adaptive zoom mechanism anchored to
human presence.

In each frame, we first detect persons using a general-purpose detector (YOLOVS).
When a person is identified, we compute an expanded region of interest (ROI)
centered around the detected bounding box. This ROI is scaled with configurable
width and height margins to include surrounding objects likely to be involved in
the activity.

The extracted subregion is resized to the standard model input dimensions
while preserving aspect ratio and centering. This localized zoom improves spatial
resolution for distant or small objects without altering the detection model it-
self. This approach is particularly useful in fixed-angle, ceiling-mounted cameras
where hands and tools often occupy a small portion of the frame.

This zooming step is applied dynamically—only when a person is detected—ensuring
efficient use of computational resources and avoiding unnecessary processing of
irrelevant areas. By linking object detection contextually to human action, the
system aligns better with the semantics of ADL recognition.

The extracted ROI undergoes intelligent resizing to a standardized resolution
(640480 pixels) while preserving aspect ratio. The system implements adaptive
canvas placement to handle various ROI dimensions:

— For ROIs with height < 480 pixels: vertical centering with padding
— For ROIs with height > 480 pixels: center-crop to maintain focus on central
region

This approach ensures consistent input dimensions for subsequent detection
models while preserving the most relevant visual information.

3.2 Visual Preprocessing Pipeline

In order to adapt image-trained object detection models to dynamic video streams
captured in real-world environments, we designed a lightweight yet effective vi-
sual preprocessing pipeline. This stage prepares each frame before inference,
enhancing visual quality, suppressing distortion artifacts, and selectively ampli-
fying regions likely to contain relevant objects. Our pipeline includes three main
components: fisheye correction, adaptive region zooming centered on human ac-
tivity, and local contrast enhancement via CLAHE. These steps are designed to
improve both detection accuracy and temporal stability while remaining com-
putationally efficient.

Fisheye Lens Distortion Correction Many IP cameras used in kitchen envi-
ronments employ wide-angle or fisheye lenses to maximize field of view. However,
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such optics introduce radial distortion that causes straight lines to curve out-
ward and compresses visual information at the frame periphery. These geometric
deformations impair object detectors by altering expected object shapes and rel-
ative positions [9].

To correct for this, we apply a geometric undistortion transform based on
camera-specific calibration parameters. The correction is executed in real time
through inverse projection methods that remap fisheye pixels to a rectilinear
grid. As noted in prior work on vehicle and surveillance datasets, undistorting
the image restores geometric consistency and improves detector generalization
[3]. In our domestic video context, we found that this step significantly enhances
detection near image borders, reducing false negatives for objects like cups or
plates placed on countertop edges.

The distortion coefficients are configured for mild correction (-0.15, 0.05,
0, 0) to address common lens distortions without over-correcting, which could
introduce artifacts that negatively impact detection performance.

Contrast Limited Adaptive Histogram Equalization (CLAHE) Light-
ing conditions in domestic settings are highly variable: sunlight, indoor lamps,
and reflective surfaces can introduce shadows, glare, or low-contrast regions.
These factors degrade detection performance by obscuring object boundaries or
reducing color separability [6].

To mitigate this, we apply Contrast Limited Adaptive Histogram Equaliza-
tion (CLAHE) [15] on the luminance channel of the LAB color space. CLAHE
operates locally across the image, enhancing contrast in low-light or unevenly
illuminated areas while limiting the amplification of noise in homogeneous re-
gions. This technique is conditionally applied during preprocessing, depending
on environmental lighting and the presence of low-contrast zones.

Previous research has shown that CLAHE improves visual perception in chal-
lenging scenarios, including medical imaging and underwater vision. In our setup,
it helps stabilize object appearance across frames, reducing false negatives due to
poor visibility and improving frame-to-frame consistency in recognition results.

3.3 Integration with Model Inference

Each of these preprocessing steps is integrated as a modular stage executed be-
fore model inference. Once the zoomed and enhanced subframe is prepared, it
is passed to a set of specialized object detectors trained on the YAP Kitchen
dataset. The results from these detections are then projected back onto the
original frame, ensuring spatial coherence and allowing for multi-level visualiza-
tion (local and global context). Optionally, detection metadata such as class,
confidence, and bounding boxes are logged in structured CSV format for post-
analysis.

Overall, as shown in Figure 1, this visual preprocessing pipeline provides a
lightweight yet powerful enhancement layer for adapting static-image models to
video applications. It addresses key challenges in ADL video processing—such as
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peripheral distortion, variable scale, and lighting inconsistencies—while preserv-
ing compatibility with off-the-shelf models and enabling efficient deployment in
edge-computing scenarios.
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Fig. 1. Preprocessing Pipeline, from raw video input to frames ready to be analyzed
by Yolov8.

Frame-to-Frame Consensus Mechanisms To enhance temporal stability
and reduce false positives, the system implements frame-to-frame consensus
through:

1. Confidence-based filtering: Minimum confidence threshold of 0.5 for all
detections

2. Temporal consistency validation: Object presence validation across con-
secutive frames

3. Spatial coherence checking: Verification of detection spatial relationships

Detections performed on the preprocessed ROI are projected back to the orig-
inal frame coordinates using offset calculations. This ensures that all detections
are correctly positioned in the context of the full video frame while maintaining
the benefits of high-resolution ROI processing.

This methodology provides a comprehensive framework for adapting static
object detection models to video applications while maintaining computational
efficiency and detection accuracy through intelligent preprocessing and temporal
validation strategies.






